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A BSTRACT
Informal online programming communities form a first introduction to computer science
for a lot of people around the world. One such community is Scratch, which is a popular
block-based programming environment that enables its users to share projects they create with fellow Scratchers. Most educational research on Scratch focuses on analysing the
programming behaviour of its users, which mostly consist of children. The age and gender
of these children are important factors as understanding the capabilities and interests of
children of different ages and genders makes it possible to further refine programming education practices and tools to their needs. This thesis presents a way of automatically eliciting age and gender information of Scratch users on a large scale using machine learning
models. The proposed methods were used to enrich an existing dataset of Scratch users
and projects with age and gender information. We then quantitatively analysed the programming behaviour of Scratch users in the enriched dataset.
In order to deploy our machine learning models, we first scraped user data using the
Scratch API, such as user profile texts and social network data. From these profile texts, we
identified and manually verified more than 6,000 users who disclose their age and gender
in order to construct a training set for our machine learning models. We then validated
the performance of several models on the training data. This resulted in the selection of
a network-based Node2Vec model for gender identification, and a text-based Transformer
model with selective classification for age identification. Cross-validation results revealed
that both of these models achieve an F1-score of around 0.80 on the training set. We used
these models to automatically elicit age and gender information for the rest of the dataset.
This allowed us to quantitatively analyse block type and programming concept usage in
relation to age and gender.
The use of our selected machine learning models resulted in gender information for
336.394 Scratch users, which is 82.64% of all users in the utilised dataset. Age information was elicited for 14.993 Scratch users, which is 3.68% of all users in the utilised dataset.
Furthermore, our gender distribution was more similar to that of the entire Scratch population than our age distribution, which was skewed towards higher age groups. Our block
type and programming concept analyses revealed some differences related to gender. Male
Scratchers use 7 out of 11 block types and the programming concepts of conditionals, coordination, iteration, and variables in a larger percentage of their projects than female users.
Looks, Control, and Events blocks are used more frequently in projects by female users.
There were hardly any age-related differences regarding the usage of block types and programming concepts.
The proposed age and gender identification methods open up several directions for future work. These involve further exploration of the gender-related differences in programming behaviour that were observed in this study. This can be achieved by applying our
machine learning methods to other datasets. More advanced analysis frameworks can also
be used to deepen the understanding of gender- and age-related differences in programming behaviour.
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1
I NTRODUCTION
The presence of software has been ever increasing in our daily lives and society in general
over the last fifty years. Its vital position in the world’s infrastructure needs to be maintained
by the people that have the proper computer science skills. However, as the amount of software increases, so does the need for computer scientists. It is therefore important to attract
people to the field of computer science and make sure that they acquire the appropriate
skills from the moment they first come in contact with computer science. This first introduction often occurs in formal computer science courses that are part of school curricula,
or through informal online programming communities. One such community that focuses
on newcomers to the field of computer science and programming is called Scratch1 . The
Scratch platform allows users to share projects that were created using a visual block-based
programming language and connect with fellow users.
With over 80 million projects shared since 2007, Scratch has been a popular topic of investigation in the field of educational research [Aivaloglou and Hermans, 2016; Fields et al.,
2017; Zeevaarders and Aivaloglou, 2021]. One of the research topics that is frequently studied is how Scratch users, which mostly consist of children, program and participate on the
Scratch platform. Knowledge of how children engage in online programming communities and how they use introductory programming languages allows us to understand how
to tailor these platforms to the needs of newcomers to the field of computer science and
programming. The age and gender of these children are important factors and are also
frequently studied [Fields et al., 2017; Funke and Geldreich, 2017; Graßl et al., 2021; Hermans and Aivaloglou, 2017; Wohl et al., 2015]. The reason for this is that understanding
the capabilities and interests of children of different ages and genders makes it possible
to further refine programming education practices and tools to their needs. Some studies on how children learn and use programming and computer science concepts make use
of an experimental setup where specifically designed courses are taught to children and
their performance and behaviour are analysed [Funke and Geldreich, 2017; Graßl et al.,
2021; Hermans and Aivaloglou, 2017; Wohl et al., 2015]. This approach benefits from being
able to measure many variables regarding a student’s traits and behaviour, at the cost of
only having a small sample size. On the other hand, there are approaches that use large
datasets of scraped or publicly available data from online programming communities like
Scratch and perform quantitative analyses to uncover patterns of how their users program
1

https://scratch.mit.edu/
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and participate [Aivaloglou and Hermans, 2016; Fields et al., 2017; Zeevaarders and Aivaloglou, 2021]. However, these datasets rarely contain more detailed information about the
users such as age and gender, since they are not publicly exposed or available.
This thesis presents a study that involves 1) enriching an existing dataset of Scratch
project repositories [Zeevaarders and Aivaloglou, 2021] with age and gender information
of their authors, and 2) performing analyses on this dataset in order to explore how programming behaviour of Scratch users is related to their age and gender. By doing this, we
aim to answer to following research questions:
RQ1 What age and gender information can we identify of Scratch users from the publicly
available information on the Scratch platform using machine learning models?
RQ2 Which age- and gender-related differences can be detected in the block types Scratch
users use in their projects?
RQ3 How frequently do Scratch users of different gender and age groups use the conditionals, coordination, iteration, and variables programming concepts in their projects?
In this thesis, we start by introducing the Scratch platform and its corresponding terminology in Section 2. After that, Section 3 describes other works in the fields of research that
are related to our study. In Section 4, we discuss the methods that have been used to answer
our research questions. Section 5 contains all the information pertaining the selection of
machine learning models for our first research question. The elicited age and gender information and the results of our analyses are presented in Section 6. A discussion of the
results and limitations of the study can be found in Section 7. Finally, Section 8 concludes
the thesis.

2

2
T HE S CRATCH PLATFORM
Scratch is a visual block-based programming language that is designed for children with no
prior programming experience. Scratch is developed by the Lifelong Kindergarten group at
the MIT Media Lab1 and was released in 2007. A Scratch program consists of blocks of different shapes, sizes, and colors. These attributes, as well as the textual information inside
the blocks, determine the functionality of the blocks and how they can be connected to
form a script. Scratch users can assemble these scripts on a canvas called the code area by
means of a drag and drop feature. Each code area belongs to a sprite and bounds the scope
of the scripts within them. A sprite is an image that can be seen when the Scratch program
is run and the scripts within its corresponding code area determine how the sprite will behave (e.g. moving, talking, changing size). Scratch follows the event-driven programming
paradigm. This means that every script needs to be triggered by a certain event, which is
defined by the top-most block of the script, also called a Hat block. The most common
Hat block is the When Green Flag Clicked block, which is triggered by clicking a green flag
that appears over the user interface. Figure 2.1 shows the interface for creating a Scratch
program.
Scratch users can create projects either through the desktop client or on the official
Scratch website. Additionally, the Scratch website provides a social platform on which its
users can share their projects, view creations of others, and socially engage with fellow
users in various ways. Each Scratch user has their own profile page, an example of which is
shown in Figure 2.2. The top section of the profile page provides some personal details of
the Scratch users, including their username, date joined, country of origin, an ’About me’
and ’What I’m working on’ description, a featured project, and an activity feed showing the
user’s actions on the Scratch platform up to one year ago. Furthermore, the profile page
shows the projects the user has shared and favorited, as well as which studios the user follows. Studios are places in which projects from different users can be grouped. A studio
usually has a theme that indicates what types of projects you may find in the studio. The
bottom half of the profile page, which can be seen in Figure 2.2b, contains the studios the
user curates, the usernames and profile pictures of other Scratch users the user follows and
is followed by, and a comment section in which the user themselves and other users can
leave comments. Scratch users can also place comments on studios and projects.
1

https://www.media.mit.edu/
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Figure 2.1: The editing interface of an example Scratch program made by the Scratch Team

(a) Top half

(b) Bottom half

Figure 2.2: A user profile page on the Scratch website

4

3
R ELATED WORK
Our project is related to three research areas. First, the goal of our project is to study the
role of age and gender in introductory programming. Second, the research method that
is used involves a quantitative analysis of Scratch programs. Third, the method of eliciting
age and gender information involves age and gender identification using machine learning.
Related work on these topics is discussed in Sections 3.1, 3.2, and 3.3 respectively.

3.1. A GE AND GENDER EFFECTS IN INTRODUCTORY PROGRAM MING
Understanding the role of age and gender when learning to program and coming into contact with computer science is an important research topic within the area of computer science educational research. The reason is that this understanding can help develop the
proper tools, practices, and courses that facilitate an optimal introduction to the field of
computer science that is tailored towards the needs of students of different age and gender.
This research is especially relevant for gender, as the field of computer science is disproportionately occupied by males. This gender gap has been observed, among others, by Wang
and Degol [2016], who describe that women were only awarded 18% of the computer science bachelor degrees in the USA in 2012. Examples of studies that have effectively closed
the gender gap in specific scenarios exist. For instance, Rubio et al. [2015] analysed genderrelated differences in a university level MATLAB introductory programming course. They
observed the existence of a gender gap based on pre- and post-course questionnaires. In
order to try and close this gender gap, the authors designed several learning modules based
on physical computing and implemented them in the course. The evaluation of the newly
designed course using questionnaires showed that the differences in perception and learning outcomes had disappeared. Although there is a need for more confirmation in other institutions, this study shows that the gender gap in introductory programming can be closed
using alternative learning techniques.
The role of gender has also been studied in relation to the Scratch programming language. Funke and Geldreich [2017] investigated the relationship between gender and the
characteristics of Scratch programs that were created by students during a three-day course.
The course was designed for 9 and 10 year old students and was attended to by 58 children
in total spread over four iterations. A quantitative and qualitative analysis of the students’
5

Scratch projects showed that boys tend to use more blocks on average and a greater variety
of blocks. Boys also made more frequent use of Motion type blocks, which could indicate a preference towards game type projects. Girls on the other hand tend to use more
sprites and use twice as many Look type blocks, which could indicate a preference towards
story type projects. They observed a balanced gender distribution among animation type
projects. Finally, the projects were categorized in one of five levels of understanding. Their
analysis showed that while the programs on the lowest level were disproportionately made
by girls and those of the highest level only made by boys, the gender was equally distributed
across all levels in between.
The study design of Funke and Geldreich [2017] was later replicated by Graßl et al.
[2021] in order to obtain a combined total of 319 Scratch programs. They studied gender
differences and similarities by performing automated topic and program analyses of these
Scratch programs. Their goal was to acquire a better understanding of gender-related differences in the use of programming languages like Scratch, which can serve towards creating better learning environments that can address the gender imbalance in computer
science. A Latent Dirichlet Allocation model [Blei et al., 2003] was used to automatically
extract topics from the textual data of Scratch programs. They studied topical differences
in the programs of boys and girls, and found stereotypical differences in interests. For instance, boys took a liking in bats, ghouls, and soccer, while unicorns, dancing, and music
appealed to girls. There were also topics like circus, parties, and animals that appealed to
both genders. Similarly to the study by Funke and Geldreich [2017], the program analysis showed that girls prefer story-like projects, while boys prefer game-like projects. This
difference was also reflected in the usage of code blocks. Girls primarily use simple control blocks like f or ever and w ai t , whereas boys use conditional statement blocks more
frequently. The authors suggest that this is due to game-like projects requiring more advanced control blocks to implement the game logic, whilst story-like projects usually only
have a sequential flow. As for code smells, girls’ projects contain twice the number of duplicate and empty sprites compared to boys’ projects, whereas boys’ projects contain more
"Missing Initialization" and "Stuttering Movement" code smells. The authors state that this
difference may be due to story-like projects containing more decorative sprites than gamelike projects, whilst game-like projects contain more user interaction. Based on these findings, the authors suggest that more attention is required for the needs and interests of girls,
so that they are equally challenged and motivated in teaching materials.
The studies by Fields et al. [2013] and Fields et al. [2017], which are also discussed in
Section 3.2, explore the role of gender in relation to the Scratch programming language.
The authors used a dataset containing the activities of 5,004 Scratch users to quantitatively
analyse programming and participation patterns. The observed programming patterns
range from only using a low amount of loops and almost no other advanced concepts, to
the usage of large amounts of advanced concepts, especially Booleans. Fields et al. [2017]
studied if belonging to a certain programming profile could be related to gender, length of
membership, or participation. They found that gender has a significant impact on being in
one of these programming profiles, as girls seem to appear in disproportionately high numbers in the lowest profile, and in low numbers in the most advanced profile. The opposite
pattern is observed for boys. On the other hand, there seemed to be no gender differences
in participation profiles [Fields et al., 2013]. This could indicate that social engagement
might not always lead to programming engagement on these kinds of platforms. The study
6

by Gan et al. [2018], which is also discussed in Section 3.2, analysed the project sharing
behaviour of male and female users in a dataset of over 1.1 million users. They found that
while girls share less than boys initially, the reverse effect is observed among experienced
users.
With respect to age, research tends to focus on what tools provide the optimal means of
conveying computer science and programming language concepts to children. Wohl et al.
[2015] performed a comparative study of teaching computer science to 5, 6, and 7 year old
children using three different methods: Unplugged, Cubelets, and Scratch. The Unplugged
method aims to teach children about computer science concepts in an unplugged environment, whereas the Cubelets method aims to teach these concept with the use of tangible
objects. They conducted their study on three UK primary schools, hosting three sessions
on each school with each a different ordering of methods used. The level of understanding
of the three main concepts of algorithms, logical prediction, and debugging was measured
quantitatively using marked paper models that the pupils had to create based on the work
they had done, and qualitatively, using interviews that were taken after each session. The
results showed that while the Unplugged method generated the highest levels of understanding of the three concepts, the Scratch method sparked more creativity and initiative
among pupils. They also observed a downward trend in the enjoyment ratings that the
pupils give as the sessions progressed.
Another example of a work that studies conveying programming concepts using Scratch
is the one by Hermans and Aivaloglou [2017]. The authors designed and ran an introductory Scratch programming MOOC (Massive Open Online Course) in which they taught basic programming concepts as well as software engineering concepts to over 2,220 children.
Of the students that reported their age and gender, 73% of the participants was between 7
and 11 years old and 31,66% was female. The resulting data was analyzed to see if there is a
difference in scores between programming and software engineering concepts, if there are
age-related differences in the participants’ performance on these concepts, and if the participant profiles and first week activities can be used to predict course completion. They
found that there was no significant difference between the mean grades of programming
and software engineering questions. A comparison between the grades of 11-12 and 13-14
year old students showed that there was a significant difference on the Operator and Procedures concepts. A logistic model for predicting course completion shows that factors like
being late and the mean grade in quizzes can influence the chance of successful completion. Furthermore, age and gender does not have a significant effect on completing the
course.
Understanding how children of different ages approach and solve computer science
problems is essential for the development of appropriate computer science curricula. Some
studies have been dedicated to exploring means of measuring these kinds of computational thinking skills according to concrete criteria. For example, Seiter and Foreman [2013]
proposed a framework for understanding and assessing computational thinking skills of
children in the primary grades, which they called the Progression of Early Computational
Thinking (PECT) Model. The model detects high-level programming design patterns and
maps them to computational thinking concepts. These design patterns are distilled from
"Evidence Variables", which are concretely measurable computational aspects of Scratch
programs (e.g. Block usage). Each evidence variable, design pattern, and computational
thinking concept is organised by a three point scale that denotes the proficiency of compu7

tational thinking displayed by the Scratch user. The authors performed a pilot-test study
of the PECT Model to demonstrate its ability in codifying computational thinking and detecting computational thought differences among students of different ages. The study
involved assessing the proficiency levels of 150 Scratch projects using the PECT Model, and
analysing the results across Grades 1 till 6 (corresponding to the ages of 6 till 12). The results of the study show that design patterns which utilise advanced programming concepts
were most often used by children of Grades 5 and 6, whereas the distribution of the use of
simpler design pattern was balanced across Grades 1 till 6.

3.2. QUANTITATIVE S CRATCH ANALYSIS
Studies that investigate how children program are widely available in the literature of the
field of educational research. The Scratch platform has served as an excellent means for
some of these studies as Scratch is popular amongst children and has publicly available
programs. This enabled researchers to perform quantitative analyses that aim to reveal
patterns of how children code and participate on these platforms. One of the first of such
analyses was performed by Fields et al. [2013], who quantitatively analysed participation
patterns on the Scratch platform. They collaborated with the Scratch Team at MIT to gather
data about 5,004 Scratch users during the first three months of 2012. This data includes
logged activities and back-end data such as age and gender. Latent Class Analysis (LCA)
[Muthén and Muthén, 2000] was used to identify groups of users that participate similarly.
Six variables were used to measure participation: 1) Remixing, 2) Downloading projects,
3) Commenting, 4) Favorites, 5) Love-its, and 6) Friend requests. They found that there
was no user that participated in any of the measured activities without creating at least one
project themselves. Project creation therefore serves as a gatekeeper to all other activities.
Consequentially, only the users that had created at least one project (44.5%) could be used
for the analysis. Downloading projects also seemed to be a gatekeeper for the other social
activities, which may indicate that users not only play projects and interact on the Scratch
platform, but also investigate how the projects were made. Furthermore, the number of
classes identified by the LCA analysis got progressively less over time, with the class indicating the lowest level of activity increasing in relative size. This could be an indication
of gradual drop-off in activity over time. Finally, they found that there were only minimal
gender differences in participation within the identified class profiles.
The authors continued to study the dataset of 5,004 Scratch users and published a new
work [Fields et al., 2017] in which they quantitatively analysed programming patterns. They
examined programming concept usage in relation to the level of participation, gender, and
length of membership of Scratch users. Their study first investigated if there are any broad
patterns of programming language usage that qualitatively distinguish the users’ programs.
Similarly to [Fields et al., 2013], the authors used LCA to identify four programming patterns
that showed consistent size across three months. The authors then looked if differences in
quality could be related to length of membership, gender, or participation. They observed
that length of membership does not play a large role in the chance of belonging to one of
these profiles. For a discussion on the role of gender, see Section 3.1. Lastly, they looked
at how the identified programming patterns shifted month by month and observed that
there was high movement between the three most advanced patterns, and low movement
between the most simple pattern and the others.
Simlarly to Fields et al. [2013, 2017], Gan et al. [2018] also collaborated with the Scratch
8

Team at MIT to construct a dataset of Scratch users and projects. They were permitted to
query a copy of the SQL database that runs the Scratch online community. This way, the
authors collected data for every user who registered between July 1st 2014 and January 31st
2015. They then collected projects (excluding remixes) that were created on the Scratch
web platform through January 31st 2016. The final dataset contained over 1.1 million users
and 5.6 million shared and unshared projects. The authors analysed project sharing behaviour of male and female users using bivariate descriptive statistics. This showed that
inexperienced girls shared less than inexperienced boys, while this effect is flipped for experienced boys and girls. Using Bayesian regression analyses, the authors have shown that
this effect can, for a large part, be explained by the differences in the way boys and girls participate. Gan et al. [2018] also studied the relation between gaining positive feedback and
sharing behaviour. They found that inexperienced users are more likely to share projects
when gaining prior positive feedback. As with gender, this effect reversed for experienced
users.
While the analysis of the Scratch user datasets by Fields et al. [2013, 2017] and Gan
et al. [2018] have provided valuable insights, they also remain the only one of their kind.
Since then, there have been no similar collaborations where MIT provides a dataset for researchers to analyse. Moreover, Scratch has changed a lot since the most recent dataset was
constructed in 2016. In the meantime, the number of monthly active project creators has
grown from 162,471 in the first month of 2016, to 808,547 in the first month of 20221 . However, researchers in the field of educational research have found other means of analysing
how children code using Scratch. One of such means is to scrape publicly shared Scratch
programs from the Scratch website and construct a dataset that can be analysed quantitatively. Aivaloglou and Hermans [2016] were the first to perform a large-scale exploratory
study of Scratch programs by scraping and analysing over 250,000 public Scratch projects.
They studied the size and complexity of these programs, the coding abstractions and programming concepts used, and the occurrence of code smells. The results of the analysis
showed that the majority of Scratch projects are small and simple, and contain scripts without decision points. Only 8% of the projects use procedures, while 77% make use of loops,
although rarely including a conditional statement. Code smells do seem to occur in Scratch
programs, with 28% containing dead code and 30% containing large scripts. They also discuss some language design implications like the need for having a separate workspace for
storing unconnected blocks to reduce dead code.
An even larger scale exploratory study was later performed by Zeevaarders and Aivaloglou [2021], who studied the progression of programming concepts practiced by Scratch
users by analysing their complete public project repositories. A dataset was constructed
with over 112,000 authors and 1 million projects. This dataset was analyzed to determine
how Scratch users progress in the use of elementary programming concepts and application of Computational Thinking (CT) skills. They also looked at which programming concepts were practiced by users before they left the Scratch platform. Their results show that
there is an upward trend in the use all elementary programming concepts. The application of CT skills also seems to have a positive trend for the most advanced levels in the Dr.
Scratch rubric [Moreno-León and Robles, 2015] that was used. However, about half of the
users that left Scratch after creating at least nine projects did so without utilizing procedures, and a third left without using conditional loops.
1

https://scratch.mit.edu/statistics/
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A downside of using datasets of public Scratch programs is that they contain minimal
information about the authors of the programs. The reason for this is that sensitive user
information like age and gender is not publicly available on the Scratch platform. Given
that this information is useful when analysing how children code using Scratch, another
approach that involves designing and running Scratch programming courses is also used
in this area of research. Examples of studies that make use of this approach include the
ones by Wohl et al. [2015], Funke and Geldreich [2017], Hermans and Aivaloglou [2017],
and Graßl et al. [2021]. A discussion of these works can be found in Section 3.1, as they all
explore the role of age or gender in introductory programming.

3.3. A GE AND GENDER IDENTIFICATION USING MACHINE LEARN ING

3.3.1. M ACHINE LEARNING METHODS
An important part of our research is the identification of age and gender of Scratch users
in the utilised dataset. This can be viewed as an Author Profiling (AP) task, which is a field
of research within the area of Natural Language Processing (NLP) that concerns the automatic identification of certain personal traits based on the content an author produces. In
order to stimulate the progression of AP research, PAN2 organizes a shared task each year.
Researchers can work on these tasks, submit their work to PAN, and write a publication
on the results. The results of all participants are published in an overview paper by PAN.
These papers provide insight in the state of the art methods in the field of AP, which are
almost exclusively machine learning approaches. In 2018, the shared task involved gender
identification of Twitter users using textual information and images from Tweets [Rangel
et al., 2018]. Twitter, much like Scratch, is a social platform with large amounts of usergenerated data. Participants of the shared task were granted access to a multilingual corpus containing 12,600 Twitter users with 100 tweets and 10 images for each. The results
indicated that traditional supervised machine learning approaches like Support Vector Machines and Logistic Regression remain competitive for textual information [Daneshvar and
Inkpen, 2018], while new approaches that make use of Neural Networks are able to utilize
imagery data much better [Takahashi et al., 2018].
The current state-of-the-art Neural Network based methods in NLP tasks originate from
the Bidirectional Encoder Representations from Transformers (BERT) model. This language representation model was introduced by Devlin et al. [2019] and can be pre-trained
on large unlabelled text corpora to learn deep bidirectional language representations. The
training objective is based on a masked language model (MLM). This involves randomly
masking input words, and predicting these words based on their context. The pre-trained
model can then be fine-tuned for specific downstream tasks by adding an additional output
layer.
Although these kinds of Neural Network based models perform well at various classification tasks, a downside of using them is their complexity. The increasing complexity of
machine learning models has a negative effect on the interpretability of these models. This
makes it more difficult to understand how a machine learning model makes its predictions
and to trust these predictions. In order to solve this trust problem, recent studies have fo2

https://pan.webis.de/
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cused on exploring ways to make complex machine learning models interpretable. One of
such methods has been proposed by Ribeiro et al. [2016] and is called Local Interpretable
Model-agnostic Explanations (LIME). This explanation technique involves learning local
interpretable models for any machine learning model. The term local refers to the prediction of individual data points instead of the prediction of all data points (global). Local
models are learned by randomly sampling nearby data points and using these data points
to obtain models that are locally faithful to the original model. LIME asserts the interpretability of these local models by requiring the input data to be interpretable. The technique is also model-agnostic, as it does not make assumptions about the original machine
learning model and treats it as a black box. Another method of interpreting predictions
of complex models is called Shapley Additive Explanations (SHAP), and was proposed by
Lundberg and Lee [2017]. SHAP involves assigning an importance value to each feature
used in the prediction of a machine learning model, which can help understand the contribution of each feature in a particular prediction. The importance values are obtained by
measuring the difference between the predictions with or without a certain feature. However, in non-linear models or when the features are not independent, the order in which
the features are given as input matters. In those cases, all possible orderings have to be
considered and an average importance value will have to be calculated.

3.3.2. D ATA REPRESENTATION
Supervised machine learning methods base their predictions on training data. As the raw
data is often too large and contains too much noise, only a subset of features is used that
characterises the data better given the task at hand. The process of extracting, constructing,
and selecting features from the data is quite labor intensive as it usually requires several iterations in order to obtain a good performance for the given task. Recent work in the field
of machine learning has focused on automatically learning features from data instead of
using pre-defined features. In the context of social media and online communities, this
method is referred to as user embedding learning. Pan and Ding [2019] review this recent
work in a literature study on social media-based user embedding and define it as "the function that maps raw user features in a high dimensional space to dense vectors in a low dimensional space." Another benefit apart from not having to use pre-defined features is that
user embeddings capture general user characteristics and can thus be used for a variety of
downstream user analysis tasks such as age and gender identification. Pan and Ding [2019]
observe four types of user embeddings based on the type of user data they represent: text
(e.g posts, comments), image (e.g. profile pictures, Instagram posts), network (e.g. friends,
followers), and other (e.g. likes, favorites).
Of these types of user embeddings, text-based user embeddings have been widely studied. Pan and Ding [2019] describe the most commonly used methods for acquiring textbased user embeddings and make a distinction between unsupervised dimension reduction methods and self-supervised neural network-based prediction methods. Unsupervised dimension reduction methods include Latent Dirichlet Allocation (LDA), which tries
to explain observations by unobserved latent groups. A benefit from this approach is that
its results can be interpreted by humans. Other unsupervised dimension reduction methods include Singular Value Decompostion (SVD) and Principle Component Analysis (PCA),
which decompose sparse user-word or word-word matrices into more compact matrices
that contain the hidden relations and structures of the data. A large benefit from these un11

supervised methods is that they do not require labelled data and can thus be used to obtain
user embeddings from large collections of raw data.
However, most text-based embedding methods make use of neural network-based methods, which are supervised machine learning methods and do require training examples.
Therefore, these neural network-based methods often require an auxiliary training task for
which a large amount of labelled data can easily be acquired. These methods are usually
qualified as self-supervised machine learning, as the data for the auxiliary task can be automatically retrieved without the need for human annotation. The type of auxiliary task depends on the used method and the downstream analysis task. For example, Wu et al. [2020]
have created an end-to-end neural network-based user embedding system, Author2Vec, in
which authorship classification is used as an auxiliary training objective. They show that
their system performs well in downstream user analysis tasks such as gender identification.
Another type of user embedding involves reducing social network topology to low dimensional embeddings that capture the social structures and relations of a user. Pan and
Ding [2019] describe popular methods such as DeepWalk and Node2Vec that are based on
performing truncated random walks in a social network graph in order to learn latent representations of nodes. As for image-based embeddings, most recent work has made use
of VGGNet models. These pre-trained Convolutional Neural Network based (CNN) models
were created by Simonyan and Zisserman [2015] and are available online. These models
achieve state-of-the-art performance in image classification and the image embeddings
can also be used for other classification tasks. Finally, user embeddings that are based on
likes or similar types of data mostly make use of text-based user embedding methods. For
example, Kosinski et al. [2013] show that SVD-reduced user/like matrices can be used in
logistic regression models in order to identify user traits of Facebook users like age and
gender very accurately.
When multiple types of user embeddings are used, fusion methods can be used to create a uniform embedding that represents a user. Apart from simple concatenation, Pan
and Ding [2019] describe general fusion methods such as Canonical Correlation Analysis
(CCA) and Deep Canonical Correlation Analysis (DCCA) which try to find a linear and nonlinear transformation respectively so that two given feature vectors are maximally correlated. There are also several studies that make use of customized fusion methods that are
specifically designed to combine certain types of user data. For example, Zhang et al. [2017]
propose an algorithm called User Profile Preserving Social Network Embedding (UPPSNE)
that makes use of both user profile data and network data to learn a vector representation
of a network.
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4
M ETHODS
In order to answer our research questions, we first enriched the Scratch dataset [Zeevaarders
and Aivaloglou, 2021] with additional user data scraped using the official Scratch API. This
data was required for the automatic identification of age and gender. Then we trained several machine learning models on manually labelled data and compared the results of these
models in order to determine which models were best suitable for identifying the age and
gender of Scratch users. These models were then used to elicit age and gender information of Scratch users in the utilised dataset. The resulting age and gender data was used for
an analysis on block and programming concept usage. All files that were created, used, or
generated for the purpose of this thesis are publicly available online1 , supporting reproducability to the fullest extent possible. The following sections describe the methods used in
this process in further detail.

4.1. D ATASET
In order to be able to study the learning curves of Scratch users, Zeevaarders and Aivaloglou [2021] scraped the public project repositories of 407,079 authors, containing a total
of 7,109,821 projects. The number of blocks used in these project sum up to a total of more
than 520 million. The dataset also contains Scratch user and project metadata, such as
the country of origin of the user, and when a project was last modified. Their tools started
scraping on the 1st of September 2019, and finished on the 27t h of October 2019. All the
scraped data was then parsed and stored in a relational database.
We have used the dataset by Zeevaarders and Aivaloglou [2021] for this study and extended the scraping effort to obtain even more data about the Scratch users and projects
in the utilised dataset using the official Scratch API. Furthermore, we manually labelled
age and gender information of more than 6,000 Scratch users in the utilised dataset. The
following sections provide more detail on the kinds of data that the original dataset was
enriched with.

4.1.1. S CRAPING & DATASET ENRICHMENT
Four types of user data were scraped using the official Scratch API. The first scraper started
running on the 27t h of September 2021, and the last scraper finished running on the 21t h
1

https://1drv.ms/u/s!AofN0KrcSoj_oJAQ5Ypr2Me5-XEt8g?e=8aMC8u
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of October 2021. At least one API call was issued for all 407,079 Scratch users in the dataset
per data type. Table 4.1 contains an overview of the results of our scraping effort. All four
types of user data are discussed in more detail in the following paragraphs.
G ENERAL USER PROFILE DATA
There was already quite a lot of general user profile data in the dataset, such as the user
ID, username, the joined date, and the country of origin. However, we also wanted the
information that users provide in the "About me" and "What I’m working on" sections of
their user profile. These text areas are respectively referred to as the bio and status in the
API and contain a maximum of 200 characters each. These texts were especially useful for
the identification of age and gender of Scratch users, as the information relates directly
to the users themselves. We encountered 65 failed API requests, which would occur if the
account had been deleted.
U SER PROFILE COMMENTS
Comments that users post on the Scratch website also provided a great source of textual
data. Sadly, the Scratch API does not provide means to retrieve all comments a specific user
has posted. We were, however, able obtain all comments that have been posted on a user
profile. Therefore, we have scraped the comments that were posted on the user profiles of
each Scratch user in the utilised dataset.
U SER PROFILE PICTURES
The user profile pictures were also used for identifying a user’s age and gender. These
images have been stored in a file system, while the image file paths were stored in the
database. This was to prevent the database size from becoming too large. After that, each
profile picture was compared to the default profile picture. All images that were identical
to the default profile picture were removed. A total of 258 profile pictures were unusable,
as their image files were corrupted.
P ROJECT FAVORITES & USER FOLLOWS
We have also scraped which projects a user has favorited and which other Scratch users a
user follows. User follows were used in this study to map the social network on the Scratch
platform. Project favorites were scraped for potential future work purposes.
Data type
Status text
Bio text
Profile comment
Non-default profile picture
Following relation
Project favorite

Count
154,736
177,013
35,559,553
284,521
15,835,193
30,008,212

Table 4.1: Overview of the amount of scraped data for each data type

4.1.2. C OLLECTING LABELLED DATA
The identification of age and gender cannot be done without having access to labelled
training data that our supervised machine learning models can use to learn how to map
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user data to age and gender labels. This training data consists of pairs of Scratch users and
their age or gender. The utilised dataset did not contain such data and the self-reported age
and gender of Scratch users is not made publicly available by Scratch. Therefore, we depended on Scratch users that voluntarily disclose their age or gender in their profile bio or
status for the assembly of our labelled training data. We have made use of pattern matching
rules to find bio or status descriptions that contain commonly used phrases that indicate a
user’s age (e.g "I am 10 years old") and gender (e.g "I am a girl"). These profile descriptions
were then manually checked for any false positives.
Three types of regular expressions have been used: one that extracts both age and gender, one that extracts just age, and one that extracts just gender (Table 4.2). Manual additions or adjustments were made if age or gender information was present in the text
and was not captured by the regular expression. Special labels were attached to texts that
contained interesting information other than age and gender. Details about the resulting
dataset can be found in Section 5.1.
Expression type
AGE_GENDER

Regular expression
\b(?:i am|i\’m|im) (?:a|an) ([0-9]+) (?:year old|y/o) (boy|male|
man|guy|dude|lad|girl|female|woman|lady)\b

GENDER
\b(?:i am|i\’m|im) (?:a|an) (boy|male|man|guy|dude|lad|girl|
female|woman|lady)\b

AGE
\b(?:i am|i\’m|im) ([0-9]+) (?:years old|y/o)\b

Table 4.2: Utilised set of regular expressions for extracting age and gender information from Scratch profile
texts

4.2. A GE AND GENDER IDENTIFICATION
In this phase of the research, we used the scraped data to identify the age and gender
of Scratch users in the utilised dataset. Supervised machine learning models have been
trained on various types of manually labelled user data. The best models were used to automatically obtain age and gender information of other Scratch users in the utilised dataset.
The following sections dive further into the machine learning models and validation methods used.

4.2.1. T RAINING MACHINE LEARNING MODELS
For the identification of age and gender of Scratch users, we have used textual, visual, and
network user data. Textual data was available in the form of profile status and bio texts,
and comment texts, while visual data was available in the form of profile pictures. The following relations between users depict the social network they are part of and can thus be
15

treated as network data. For each of these data types, we have trained at least one supervised machine learning model. For gender, this can be seen as a binary classification task
(’male’ or ’female’). For age, this can be seen as a multi-class classification task, where age
is represented as one of four age groups (’4-9’, ’10-11’, ’12-13’, or ’14+’). The following sections describe for each data type how the data was processed and which machine learning
models were trained.
T EXTUAL USER DATA
For each user, we aggregated all status, bio, and comment texts belonging to that user into
a single document. Three different machine learning models have been trained on the
aggregated textual user data. The models range from simple and traditional (bag-of-words)
to advanced, recent, and state-of-the-art (Transformer). These models are described in
more detail in the following paragraphs.
Bag-of-words (tf-idf ) The first model we have trained is a bag-of-words model with tfidf transformation. A bag-of-words model represents natural language as a point in vector
space. The dimensions of this vector space are determined by the size of the vocabulary of
all users. Each row represents the textual data of one user. Each column represents a word
from the vocabulary. The values in each cell determine the number of times that word
occurs in the user text. Therefore, a bag-of-words model loses most syntactic information
of a text [McTear et al., 2016].
Tf-idf transformation gives weights to each word in a user text based on how important
the word is. This weight is calculated by multiplying the term frequency (tf ) by the inverse
document frequency (idf ). Term frequency is the relative frequency of a word within a user
text. Inverse document frequency is the inverse of the portion of user texts that contain a
certain word. This means that words that occur infrequently in all user texts receive a low
weighting, while words that occur frequently in a few user texts receive a high weighting
[Salton and Buckley, 1988].
Before the user texts were fed into the bag-of-words model, they were first subjected to
pre-processing. This reduced number of words in the texts and decreased the vocabulary
size, whilst maintaining the semantics of the texts. The following filters were applied to the
texts:
1. Lowercase all characters
2. Remove punctuation
3. Remove URLs
4. Remove username references (@username)
5. Remove stopwords
6. Lemmatize all words
7. Tokenize the texts
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After bag-of-words vectorisation and tf-idf transformation, the user text representations were fed into a Support Vector Machine (SVM). An SVM is a supervised machine
learning method and has the objective of seeking a hyperplane that separates the two classes
of data-points with a maximum margin to the nearest data-point of both classes [Cortes
and Vapnik, 1995]. SVMs have shown good performance in classification tasks up to this
day [Rangel et al., 2018] and have also been used for gender classification using textual
data of social media users [Benton et al., 2016; Schwartz et al., 2013].
Doc2Vec The second model we have trained is a Doc2Vec [Le and Mikolov, 2014] model.
Doc2Vec is an extension of Word2Vec, which learns individual word embeddings based on
the notion that semantically similar words appear in similar contexts. Two models can be
distinguished based on the auxiliary task used: Continuous Bag of Words (CBOW) predicts
a target word based on one or more context words, and Skip Gram (SG) predicts one or
more context words based on a target word. Doc2Vec extends Word2Vec by also creating a
low dimensional feature vector for each document, which in our case is the aggregation of
all texts of a single user. This way, if two Scratch users use similar words, their document
vectors should be close to each other in vector space. These document vectors were then
fed into an SVM, similarly as with the bag-of-words model. The user texts are also subjected
to the same pre-processing steps as described in the paragraph on the bag-of-words model.
Transformer The last model is a pre-trained roBERTa [Liu et al., 2019] Transformer model
which has been fine-tuned for age and gender identification. Transformer models are one
of the more recent developments in NLP and deviate from previous state-of-the-art models
like Recurrent Neural Networks (RNNs) by building on attention mechanisms instead of
sequential processing [Vaswani et al., 2017]. Because natural language is not processed
sequentially by Transformers, parallel training becomes available in a greater degree than
with RNNs. This allows Transformers to be trained on larger corpora than what used to
be possible. These pre-trained models can be fine-tuned for specific downstream analysis
tasks and have shown state-of-the-art performance. The pre-trained Transformer models
have their own tokenizers, which is why we supplied the raw aggregated user texts instead
of the pre-processed ones.
Figure 4.1 provides a schematic overview of the pre-training and fine-tuning process of
a roBERTa model [Devlin et al., 2019; Liu et al., 2019]. RoBERTa’s pre-training objective is to
predict words that have been masked in the input sequence. The model deploys a dynamic
masking strategy in which 15% of the input tokens are masked. Of these masked tokens,
80% are regularly masked, 10% are replaced by a random word, and 10% remain the original word. The resulting tokens are converted to input embeddings. Each input embedding
is a concatenation of a token, segment, and position embedding. The roBERTa encoder
stack transforms this input embedding to a bidirectional contextual representation. This
means that the tokens were not processed in sequence (bidirectional) and two identical
words may have different representations depending on their context (contextual). A softmax output layer converts these representations into probability vectors. Each value in a
vector depicts the probability that a certain vocabulary token was originally at that place in
the input sequence.
Fine-tuning a roBERTa model for a specific downstream analysis task, like gender prediction, largely uses the same methods. Because of the different objective, masking the
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input sequence is no longer required. Furthermore, the [C LS] token, which indicates the
beginning of an input sequence, is used as an output for the given classes of the analysis
task.

Figure 4.1: Schematic overview of the workings of pre-training and fine-tuning roBERTa

V ISUAL USER DATA
We also used profile pictures as visual user data for the prediction of age and gender. We
used the VGGNet16 model [Simonyan and Zisserman, 2015] to extract probability vectors
from the profile pictures. Each vector has 1,000 probability values. Each value belongs to a
certain class (e.g. ’dog’ or ’cat’) and represents the probability that that class is displayed by
the image. These vectors are fed into an SVM, similarly to the bag-of-words and Doc2Vec
methods.
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N ETWORK USER DATA
Another type of user data that we used instead of textual or visual features is network data.
We constructed a network graph given the data of which other Scratch users each user in
our dataset is following. In this network, each node represents a user from our dataset,
and each directed edge represents a following relation. The Node2Vec method [Grover and
Leskovec, 2016] was used to extract user embeddings for each node in the graph. It does so
by generating biased random walks through the graph. These random walks were than fed
into a Word2Vec skip-gram model. Here, each walk is treated as a sentence, and each visited
node is treated as a word. The node embeddings are generated by continuously predicting
the context nodes for each node in the graph (skip-gram), which we then fed into an SVM
for the identification of age and gender. The process of generating node embeddings is
visualised in Figure 4.2 [Stamile et al., 2021].
There are two main sampling strategies for generating random walks described by Grover
and Leskovec [2016]. There is depth-first sampling, in which the random walk is biased
towards visiting nodes that are not close to the previously visited node. This promotes homophily similarity: highly interconnected nodes (communities) should be close to each
other in embedding space. There is also breadth-first sampling, in which the random walk
is biased towards visiting nodes that are close to the previously visited node. This promotes
structural equivalence: nodes with similar structural roles in a network should be close to
each other in embedding space.

Figure 4.2: Schematic overview of the workings of generating node embeddings using Node2Vec with an
example graph of four nodes, and a node embedding vector size of 128. The values in the probability vector
that the Word2Vec model outputs depict, for each node, the probability that a randomly selected nearby node
is that node.
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4.2.2. M ODEL VALIDATION
The performance of our models was measured using 5-fold cross-validation. This method
involves splitting up the labelled data in 5 subsets, where each subset is used as a test set to
evaluate the performance of the classifier once, while the other subsets are used for training
the classifier. This should prevent the classifier from over-fitting on specific test cases. We
have used the F1-score to measure the performance of a classifier, which is the harmonic
mean between precision and recall. In order to identify which textual features our models
considered important for classifying age and gender, we have used SHAP [Lundberg and
Lee, 2017].
SHAP calculates importance values (Shapley values) of the features that are used by a
prediction model. In our case, these features are words or tokens. It learns these values by
leaving out features, and measuring its effect on the final prediction. A benefit of SHAP is
that it allowed us to calculate the global importance of a feature (e.g. on a model-level),
instead of just the local importance (e.g. on a prediction-level). We have implemented
SHAP into our cross-validation process. Each iteration, after the text-based model has been
trained on the training folds, we use SHAP to calculate the importance values for the features in the validation fold. The use of this method was required as the original raw features
are lost in the process of transforming natural language to vector space. This means that
the function that our textual models learned was no longer interpretable by humans. SHAP
provided a way of explaining the predictions of our text-based models.
Our models which used textual data were also tested on texts of which disclosures of
age and gender were temporarily removed. This allowed us to see how our models would
perform when a direct disclosure of age and gender was not always present, which is the
case in the unlabelled part of the dataset. Another approach that has been explored is the
use of selective classification. This involves only identifying the age or gender of a user
when the machine learning model reaches a certain probability threshold. The trade-off of
this approach is that the model only classifies a portion of the dataset. A major benefit is
an increase in performance.
These various validation metrics were then used to pick suitable models for both age
and gender identification. These models were then used to classify the unlabelled part of
the dataset. The resulting age and gender information allowed us to enrich the utilised
dataset and answer our first research question.

4.3. A NALYSING BLOCK USAGE
The first step in answering the second research question was to collect block usage data.
We queried the utilised database, that has been enriched with age and gender information,
in order to retrieve block and project data for each user of a specific age group or gender.
For the block usage analysis we have excluded projects that are remixes, as we could not
determine which blocks were added by the user that remixed the project. This data was
used to analyse the usage of different block types among the different age groups and genders. We defined the following block type taxonomy, which is almost identical to the one
used in the Scratch web interface:
1. Motion
2. Looks
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3. Sound
4. Events
5. Control
6. Sensing
7. Operators
8. Data
9. Procedure (combination of Procedure call, Procedure definition, and Procedure arguments block types)
10. Extensions (combination of Pen and Music block types)
11. Other (combination of MenuInput and Unknown block types)
We analysed the relative frequencies in which these block types are used within the
projects of users of different age groups and genders. Furthermore, for each user, we identified whether they have used blocks of a certain type at least once in their projects or not.
The block usage of a user is represented as a ratio. For example, if a user has a usage rate
of 0.4 for the block type ’Motion’, then that means that 40% of their projects contain at least
one ’Motion’ type block. We used a ratio instead of absolute numbers in order to factor out
the differences in total number of projects by different groups.
Significance tests were used to reveal any statistically significant differences between
the block usage of the different age and gender groups. For gender, we used Wilcoxon
rank-sum tests, which compare two independent groups of samples that are not normally
distributed. For age, we used Kruskal-Wallis tests, which are an extension of the Wilcoxon
rank-sum test for more than two independent groups. If a significant difference was found,
a post hoc Dunn’s test was used to reveal which specific age groups have significantly different means. The null hypothesis of these tests is that the distributions of all samples are
equal, while the alternative hypothesis is that the distributions are not equal.
Due to the fact that we are dealing with large sample sizes, even very small differences
can become significant. Especially since our alternative hypothesis does not specify a
greater than or less than relation, the null hypothesis is easily rejected. Therefore, it was
important to also look at the effect sizes. The effect size is defined as the magnitude of the
difference between groups and is independent of sample sizes Sullivan and Feinn [2012].
General rules of thumb for interpreting the effect size can be seen in Table 4.3.
Effect size
Small
Moderate
Large

η2
0.01 - 0.06
0.06 - 0.14
0.14+

r -family
0.1 - 0.3
0.3 - 0.5
0.5+

Table 4.3: Rules of thumb for interpreting effect sizes [Cohen, 1988]
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4.4. A NALYSING PROGRAMMING CONCEPT USAGE
The first step in answering the third research question was to determine which programming concepts we wanted to analyse. Comparing programming concepts analysed by other
works [Aivaloglou and Hermans, 2016; Fields et al., 2017; Graßl et al., 2021; Hermans and
Aivaloglou, 2017; Zeevaarders and Aivaloglou, 2021], we concluded that the concepts of
conditionals, coordination, iteration, and variables should at least be analysed, as these
are present in almost all of the mentioned works and because they are considered the most
challenging for novice Scratch users. This exact composition of programming concepts
was used by Graßl et al. [2021], who also provided a mapping between these concepts and
the blocks that use these concepts. We used this mapping with some slight modifications,
which can be found in Table 4.4.
Programming concept
Conditionals

Coordination

Iteration

Variables

Scratch Block type
Control
Control
Control
Control
Events
Events
Events
Control
Control
Control
Control
Control
Data
Data
Data
Data
Data

Scratch Block
if
if else
wait until
repeat until
when i receive broadcast
broadcast
broadcast and wait
wait until
stop
forever
repeat
repeat until
read
change by
set to
show
hide

Table 4.4: Mapping between programming concepts and corresponding Scratch blocks

For each user, we calculated the usage rate of these concepts, similarly to how we calculated the block type usage rate in Section 4.3. For example, if a user has a usage rate of 0.4
for the concept ’Iteration’, then that means that in 40% of their projects the user has used
the ’forever’, ’repeat’ or ’repeat until’ blocks at least once. The same statistical tests were
used as in Section 4.3. These tests allowed us to identify any differences or similarities in
the use of programming concepts between users of different age groups and genders.
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5
M ACHINE LEARNING MODEL SELECTION
Before we selected which machine learning models to use for the automatic identification
of age and gender of Scratch users, a training dataset was constructed. This training dataset
contains age and gender information for more than 6,000 Scratch users. This dataset was
used to validate the selected machine learning models. The results of this validation along
with other criteria allowed us to select which machine learning models to use for eliciting
age and gender information. The following sections describe this process in more detail.

5.1. T RAINING DATASET CONSTRUCTION
The construction of the training dataset used the dataset described in Section 4.1 as a starting point. The regular expressions described in Section 4.1.2 were used to filter out disclosures of age and gender among user texts. Before matching our regular expressions against
all status and bio texts, non-English texts were filtered out. If more than one regular expression matched on the same body of text, only one match was stored. This was due to
the fact that all bodies of text will be manually checked and there was no reason in checking
the same body of text twice. Furthermore, only status and bio texts were considered. The
reason comment texts were excluded is because it is more difficult to assess the truthfulness of comments as they have to be considered in the context of the comment chain they
are part of and the profile they are posted on. Status and bio texts are standalone texts and
were thus easier to evaluate. Also, texts that contain an implausible age (under 4 or over 80
years old) were stored separately.
Our set of regular expressions resulted in a total of 6,299 matches (Table 5.1). These
texts were then all manually checked for any false positives. These false positives include
instances where the context negates the phrases resembled by the regular expression (e.g.
"call me Elle so ppl don’t think I’m a boy" extracts "male"). Other instances include roleplaying, where users pretend to be a (fictional) character, or humor/provocation, where
users try to be funny or shock by providing false information (usually an age between 1880). Table 5.1 also shows the number of false positives per regular expression.
Manual adjustments were also made if the extracted age or gender was incorrect, but
the correct age or gender was present in the text. In case of AGE or GENDER type regular
expressions, if the information that was not checked for was present in the text, it would
be manually added as well. The benefit of this is that it allowed us to obtain age or gender
information from phrases that are hard to capture in regular expression without generating
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Regular expression
AGE_GENDER
GENDER
AGE
Implausible age
Total

Matches
637
2,922
2,704
36
6,299

False positives
9
42
26
35
112

Adjustments
4
818
176
0
998

Table 5.1: Number of matches, manually identified false positives, and manual adjustments or additions per
regular expression

a lot of false positives. For example, "I am the older brother of ..." indicates that the user
is a male. Table 5.1 also shows how many adjustments or additions were made per regular
expression. Note the number of additions is high for the GENDER regular expression because it was used prior to the AGE one. This means that a large portion of the texts would
also have been retrieved by the AGE regular expression.
Finally, we also labelled interesting information in these texts that may be useful within
or outside the scope of this project. Table 5.2 shows which special labels were used, contains a short description of each label, and shows how many texts have been labelled per
category.
Label
REAL_NAME
SCHOOL
FAMILY
LOCATION
DATE_OF_BIRTH
RELIGION
PERSONAL_DETAILS
PROG_EXPERIENCE
APPEARANCE
RELATIONSHIP
LGBTQ

Description
The user provides their real name in the text
Contains more information about their school career (e.g.
middle school, which grade, home-schooled)
Information about their family composition (e.g. siblings/cousins)
More details about their location then just their country
(e.g. state/city)
More information about the day, month OR year of their
date of birth
Information about their religion (e.g. Christianity, but also
atheism)
Variety of personal details like autism, mental health, disabilities, personality type
Information about experience in other programming languages
Information about the user’s real life appearance (e.g. eye
or hair color)
Information about the user’s relationship status (single or
in a relationship)
The user explicitly states their sexuality/gender to be different than heterosexuality or male/female gender

Total

Count
649
478
386
250
188
176
86
80
58
43
40
2,434

Table 5.2: Number of assigned special labels and their descriptions

After all results had been checked, we were able to calculate statistics about the training
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data. Table 5.3 contains the gender distribution in the training data. Figure 5.1 contains the
age distribution in the training data. It shows a similar distribution as the age distribution
of all Scratch users1 . Table 5.4 contains the number of users among the four age groups.
Gender
Male
Female
Total

Number of users
1678 (44.42%)
2100 (55.58%)
3,778

Table 5.3: Gender distribution in training data

Figure 5.1: Age distribution in training data (total: 4170)

Age group
4-9
10-11
12-13
14+

Number of users
616
1358
1306
890

Table 5.4: Age group distribution in training data

1

https://scratch.mit.edu/statistics/
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5.2. M ODEL VALIDATION RESULTS
Table 5.5 contains the 5-fold cross-validation F1-scores of the selected age and gender identification machine learning models. The statistical baseline always predicts the most common age group (’10-11’) and gender (’female’). We see that the text-based models achieve
the highest performance scores for both age and gender identification. Among the other
models, only Node2Vec gender identification comes close to these performance levels. An
overview of the implementation details and parameter values of these models can be found
in Appendix B.
Data type
Textual
Visual
Network
N/A

Model
Bag-of-words
Doc2Vec
Transformer
VGGNet16
Node2Vec
Statistical baseline

Age
0.808
0.839
0.988
0.283
0.331
0.161

Gender
0.908
0.930
0.990
0.558
0.797
0.400

Table 5.5: 5-fold cross-validation F1-score results for age and gender identification

SHAP was used to get more insight in the contributions of certain words in the predictions of the our text-based models. All the Shapley values that have been calculated during
cross-validation are combined and plotted in bar charts, which can be found in Appendix
A. We used two ways to aggregate and display the Shapley values in a bar plot:
1. Mean: displays the features with the highest average importance values. This is useful
for finding features that have a consistently high importance value across all predictions.
2. Sum: displays the features with the highest sum of importance values. This is useful
for assessing the frequency in which features with high importance values occur.
The SHAP analysis results show that our Transformer model places high importance
on the words ’boy’ and ’girl’ for gender identification and numbers corresponding to age
groups for age identification. We also see domain knowledge of the English language, as
other gender words (e.g. ’Emily’ or ’brother’) and written out numbers (e.g. ’twelve’) are
also part of the top features. For both our Doc2Vec and bag-of-words models, we see that
the mean Shapley values contain strange features. This is likely due to the fact that the input
sequences are long. This results in high frequency words having lower mean values, while
important words that occur infrequently or even once retain a higher mean value. The sum
Shapley values show similar results as with the Transformer model. However, unlike with
the Transformer model, we also see words with high sum values that fall outside the gender
domain (e.g. ’minecraft’, ’mario’, ’star’, and ’war’, but also ’love’, ’cat’, ’art’).
Table 5.6 contains cross-validation F1-score results, but with removing age/gender disclosures from the validation folds. This way, the text-based models are trained on the same
data as before, but evaluated against texts that do not contain age/gender disclosures. We
see that for the Transformer model, performance metrics drop down to the level close to
the statistical baseline. For the Doc2Vec and Bag-of-words models, we observe a drop in
performance too, but not as extreme as with the Transformer model.
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Model
Bag-of-words
Doc2Vec
Transformer

Age
0.400
0.428
0.385

Gender
0.742
0.755
0.557

Table 5.6: 5-fold cross-validation F1-score results, age and gender disclosures removed from validation folds

Table 5.7 shows the cross-validation results of the Transformer model when only allowing predictions with a probability higher than 0.985. We see that for the regular training
data, this pushes the F1-score to be almost equal to 1, at the cost of only classifying a few
percent less data. When we remove age and gender disclosures from the validation fold,
you can see that the performance metrics increase by a lot, as they were almost at the level
of the statistical baseline before setting a probability threshold. However, this does come at
the cost of only being able to classify roughly 20% to 25% of the data.

Regular
Age/gender removed

F1-score
0.997
0.800

Age
%-classified
98.002%
20.077%

Gender
F1-score %-classified
0.996
96.904%
0.737
24.286%

Table 5.7: Selective classification cross-validation results (Transformer model, probability threshold: 0.985)

5.3. T RAINING DATA BIAS
Based on F1-score results alone, our Transformer model would seem best suitable for the
automatic identification of age and gender. However, F1-scores that close to one raise suspicion that the model is overfitting on the training data. Our plan is to use a classifier on
the entire dataset so that we can identify the age and gender of these users. For this reason,
we want to be able to argue that the performance that is achieved on the training data also
holds for the entire dataset. The reality is that our training data is biased: it contains only
texts of users that have voluntarily disclosed their age and gender on their Scratch platform. This means that this subset of users may be a sample that is not indicative for the
entire dataset.
For all text-based models, our SHAP analysis results indicated (over)fitting on the features that directly indicate the age and gender of a user (e.g. numbers and gender words).
The most likely explanation for this behaviour is that, due to the bias in the training data,
all texts contain at least one disclosure of age or gender. The cross-validation results with
removal of age and gender disclosures from the validation folds confirmed that the performance of our text-based models relies heavily on the presence of these disclosures. This
made using text-based models problematic, as the user texts of users outside of the training
data are not guaranteed to contain direct disclosures of age and gender.

5.4. S ELECTED MODELS
Two main criteria have been considered in the model selection process: performance and
scale. Performance was measured using 5-fold cross-validation on the training set. Scale
was measured using the number of users of whom a machine learning model could identify
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the age and gender.
In Section 5.3, we discussed that the performance of text-based models can be unreliable due to the bias in the training data. However, selective classification results have
shown to be able to mitigate a large part of the performance drop when identifying user
texts in which we have removed age and gender disclosures. Therefore, we have selected
our fine-tuned roBERTa Transformer model with selective classification for age identification of Scratch users, even though this method results in being able to classify a smaller
portion of the dataset. For gender identification, we have selected our Node2Vec model.
There were three reasons for choosing this model. First, the cross-validation results have
shown similar performance levels as our selective classification Transformer model. Second, the Node2Vec model is not affected by the presence of age and gender disclosures in
the user texts as it only uses network data. Third, we have network data for 336.394 users,
while we have textual data for 183,292 users. This means that we were able to elicit more
gender information using a network-based model than using a text-based model, as it operates on a larger scale.
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6
R ESULTS
6.1. RQ1: A GE AND GENDER INFORMATION
We used our Node2Vec model for the identification of gender of the Scratch users in our
dataset. We selected the users from the unlabelled part of the dataset of which we have network data. After that, node embeddings were extracted for these users from the Node2Vec
model we trained in the identification phase. An SVM was then trained on the node embedding and gender pairs from the training data. Finally, the SVM was used to predict the
gender of the unlabelled users based their node embeddings. The results can be viewed in
Table 6.1 and are visualised in Figure 6.1b.

Training
Identified
Total

Female
2,100
(55.58%)
116,850
(34.74%)
118,950
(34.97%)

Male
1,678
(44.42%)
219,544
(65.26%)
221,222
(65.03%)

Total
3,778
336,394
340,172

Table 6.1: Gender identification results (number of users)

The first thing that stands out is the amount of users of whom we were able to identify
their gender. The resulting data is nearly 90 times the size of the training data. Together
with the training data, we have been able to identify the gender for 83.56% of users in the
dataset. A second interesting aspect is the distribution of male and female users. Fields
et al. [2017] report that the distribution of self-reported gender on the Scratch site was 33%
female and 67% male as of December 2011, and 38% female, 58% male and 4% other/NA
as of April 2015. We see a similar distribution for the identified part of the dataset. This
is a good sign, especially considering that the training data was skewed towards female
users. So even though our SVM was trained on data with a gender distribution that is not
representative of the Scratch population, it was still able to identify a representative gender
distribution among the unlabelled users.
For the identification of age, we used our fine-tuned roBERTa Transformer model with
selective classification. As our Transformer model makes use of textual data, we first selected all users of which we have (English) textual data. Our model was then fine-tuned on
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all training data and used to predict the age groups of users of which we did not already
have age information. Age groups of users were only identified when the probability of
the prediction was higher than 0.985. This threshold resulted in an F1-score of 0.80 on the
training data when age and gender disclosures were removed. This performance level is in
line with our Node2Vec model for gender identification. The results can be viewed in Table
6.2 and are visualised in Figure 6.1a.

Training
Identified
Total

4-9
616
(14.77%)
1826
(12.18%)
2,442
(12.74%)

10-11
1,358
(32.57%)
4031
(26.89%)
5,389
(28.12%)

12-13
1,306
(31.32%)
4015
(26.78%)
5,321
(27.77%)

14+
890
(21.34%)
5121
(34.16%)
6,011
(31.37%)

Total
4,170
14,993
19,163

Table 6.2: Age group identification results (number of users)

First thing to note is the total number of users of whom we identified their age group.
Based on the results of the training data, we expected to be able to identify the age group
for 20.077% of the users. From the 179,385 users of which we have English textual data,
this would come down to 36,015 users. However, our model identified the age of 14,993
users, which is only 8.358% of the total number of users. Furthermore, we see that the
distribution of age groups is skewed towards the 14+ age group. This is different from the
training data, of which we had already shown to have a similar age distribution as the entire
Scratch population.

(a) Age

(b) Gender

Figure 6.1: Age group and gender distributions for training data and identified users

Both the identified and labelled age and gender information, as well as the scraped user
data, were imported in the utilised dataset. The resulting Entity Relationship Diagram can
be viewed in Figure 6.2. The aut hor s table now contains fields for the age group and gender. It also contains the ag e_t y pe and g end er _t y pe fields. Their values can be either
’ANNOTATED’ or ’PREDICTED’, indicating whether the age or gender was manually annotated (part of the training data) or predicted by a machine learning model. Finally, the ag e
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field contains a user’s age as an integer value, which is only applicable for annotated age
data. The enriched version of the dataset is available online1 .

Figure 6.2: Entity Relationship Diagram of the enriched database by Zeevaarders and Aivaloglou [2021] after
importing the age and gender data.

1

https://1drv.ms/u/s!AofN0KrcSoj_oJAQ5Ypr2Me5-XEt8g?e=8aMC8u
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6.2. RQ2: B LOCK TYPE USAGE
The analysis of block type usage was performed on the users for which age and gender was
identified or manually labelled, and for the projects that were not remixes. Tables 6.3 and
6.4 show the amount of users, projects, and blocks that were considered in our analysis.
Figure 6.3 visualises the distributions of these users, projects, and blocks for the age and
gender groups. It shows that male users and users of the highest age group have relatively
more projects and use relatively more blocks in these projects than the other groups.
Tables 6.5 and 6.6 show the top ten blocks used by the age and gender groups. For gender, we see a number two spot for the ’variable’ (Data) block, which does not occur in the
female top ten at all. We also see that ’set variable to’ (Data) and ’equals’ (Operator) blocks
occur only in the male top ten, while the ’show’ (Looks), ’go to x/y’ (Motion), and ’repeat’
(Control) blocks occur only in the female top ten. Furthermore, the difference between the
rank 1 and rank 10 blocks is 6.46 percent point for female users, while this difference is only
2.21 percent point for male users.

Remixes
4-9
10-11
12-13
14+
Total

# of users
Included Excluded
1,943
1,933
4,295
4,270
4,254
4,226
4,537
4,499
15,029
14,928

# of projects
Included Excluded
61,616
53,973
109,757
96,148
110,902
97,569
170,885
152,141
453,160
399,831

# of blocks
Included
Excluded
7,139,715
4,586,960
11,783.738 7,792,305
11,994,608 9,199,378
23,902,527 19,920,730
54,820,588 41,499,373

Table 6.3: User, project, and block data for users of different age groups (remixes included/excluded)

Remixes
male
female
Total

# of users
Included Excluded
97,322
96,694
68,287
67,678
165,609
164,372

# of projects
Included Excluded
2,314,346 2,098,570
1,492,317 1,296,703
3,806,663 3,395,273

# of blocks
Included
Excluded
396,060,554 302,495,753
104,087,169 79,303,306
500,147,723 381,799,059

Table 6.4: User, project, and block data for users of different genders (remixes included/excluded)

Rank
1
2
3
4
5
6
7
8
9
10

4-9
Block
data_variable
control_wait
event_whenflagclicked
data_setvariableto
looks_switchcostumeto
looks_hide
event_whenbroadcastreceived
control_if
operator_equals
control_forever

%
7.43%
5.64%
4.72%
4.44%
4.39%
3.92%
3.88%
3.7%
3.68%
2.93%

10-11
Block
data_variable
control_wait
looks_switchcostumeto
event_whenflagclicked
looks_hide
event_whenbroadcastreceived
data_setvariableto
control_if
operator_equals
control_forever

%
6.22%
6.1%
4.91%
4.89%
4.38%
3.97%
3.76%
3.68%
3.45%
2.99%

12-13
Block
control_wait
looks_switchcostumeto
data_variable
event_whenflagclicked
looks_hide
event_whenbroadcastreceived
control_if
data_setvariableto
operator_equals
looks_show

%
6.72%
5.4%
5.23%
5.03%
4.52%
4.24%
3.79%
3.59%
3.35%
3.03%

14+
Block
control_wait
looks_switchcostumeto
data_variable
looks_hide
event_whenbroadcastreceived
event_whenflagclicked
operator_equals
data_setvariableto
control_if
looks_show

%
6.25%
5.36%
5.31%
4.28%
4.26%
4.25%
3.89%
3.81%
3.66%
2.84%

Table 6.5: Top ten blocks per age group with percentage in comparison to total blocks used by each group

The relative frequencies in which block types are used within the projects of users of
different age groups and genders are visualised in Figures 6.4 and 6.5. We see similar distributions of block frequencies across the different age groups with no clear trends as the age
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(a) Age

(b) Gender

Figure 6.3: Distribution of users, projects, and blocks for the different age groups and genders

Rank
1
2
3
4
5
6
7
8
9
10

Female
Block
control_wait
event_whenflagclicked
looks_switchcostumeto
looks_hide
event_whenbroadcastreceived
looks_show
control_forever
motion_gotoxy
control_if
control_repeat

%
9.09%
6.8%
6.24%
5.52%
4.69%
3.69%
3.38%
3.06%
2.83%
2.63%

Male
Block
control_wait
data_variable
event_whenflagclicked
control_if
looks_switchcostumeto
data_setvariableto
looks_hide
event_whenbroadcastreceived
operator_equals
control_forever

%
5.34%
4.96%
4.47%
4.29%
4.28%
4.07%
4.01%
3.96%
3.78%
3.13%

Table 6.6: Top ten blocks per gender with percentage in comparison to total blocks used by each group

group gets higher. For gender, we do see notable differences in block type frequency distributions. Looks, Control, and Events blocks make up a total of 64.7% of the blocks used in
projects created by female users, while this percentage is only 49.8% for male users. On the
other hand, the mean relative frequency of Data and Operator blocks used by male users is
nearly two times that by female users.
The usage rate of each block type for all users that have been analysed is visualised in
Figure 6.6. Tables 6.7 and 6.8 summarise the observed effects sizes as well as the corresponding p-values of the differences in usage rate between the different age groups and
genders. In Table 6.7 we see that only one effect size reaches the threshold of a small effect,
namely for the ’Other’ block type. This means that even though significant differences were
found for almost all of the other block types, the magnitudes of these differences are so very
small that they are essentially meaningless. The results of the Dunn’s tests show that for the
’Other’ block type, the usage rate is significantly higher for the ’14+’ age group with respect
to the other groups, and the usage rate of the ’12-13’ age group of significantly higher than
the ’10-11’ age group. This effect can also be seen in Figure 6.7, in which the mean usage
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(a) Age (14,928 users, 399,831 projects)

(b) Gender (164,372 users, 3,395,273 projects)

Figure 6.4: Block type relative frequencies for all age groups and genders

(a) Gender (164,372 users, 3,395,273 projects) (b) Age (14,928 users, 399,831 projects)
Figure 6.5: Block type relative frequencies for all age groups and genders

rates are plotted.
The p-values and effect sizes of the differences between users of different gender are
shown in Table 6.8. First thing to note is that a significant difference was found for all block
types. We see that for the block types ’Other’, ’Sound’, ’Looks’, and ’Events’, the effect sizes
are too small to be considered a small effect. We can therefore deem these differences
meaningless. However, for the block types ’Procedure’, ’Extensions’, ’Motion’, and ’Control’
we do see a small effect size. For the block types ’Data’, ’Operators’, and ’Sensing’ we even
see a moderate effect size. Figure 6.7 compares the mean usage rates of these block types
by male and female users and reveals that male users have used the block types of which
we saw a small or moderate difference in more of their projects.
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(a) Age (14,928 users, 399,831 projects)

(b) Gender (164,372 users, 3,395,273 projects)

Figure 6.6: Block type usage rate distributions for all age groups and genders

Block type
Other
Sound
Procedure
Operators
Extensions
Events
Motion
Sensing
Looks
Control
Data

p-value
9.27e-41*
2.47e-24*
3.13e-12*
0.0000000077*
0.0000387*
0.000107*
0.000212*
0.000638*
0.00585*
0.0452*
0.102

η2
0.0125
0.00737
0.00359
0.00252
0.00135
0.00120
0.00111
0.000953
0.000637
0.000338
0.000215

Block type
Data
Sensing
Operators
Motion
Procedure
Control
Extensions
Other
Sound
Looks
Events

Table 6.7: Effect sizes of differences in block type
usage rates between age groups. α = 0.05. red:
small effect, yellow: moderate effect, green: large
effect

p-value
2.2e-16*
2.2e-16*
2.2e-16*
2.2e-16*
2.2e-16*
2.2e-16*
2.2e-16*
2.2e-16*
2.2e-16*
2.2e-16*
2.814e-10*

p
r (z/ N )
0.340
0.324
0.311
0.267
0.240
0.228
0.211
0.0702
0.0404
0.0339
0.0156

Table 6.8: Effect sizes of differences in block type
usage rates between genders. α = 0.05. red: small
effect, yellow: moderate effect, green: large effect

35

(a) Gender (164,372 users, 3,395,273 projects) (b) Age (14,928 users, 399,831 projects)
Figure 6.7: Mean block type usage rates for all age groups and genders
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6.3. RQ3: P ROGRAMMING CONCEPT USAGE
Similar to our block type analysis, the analysis of programming concept usage was performed on the users for which age and gender was identified or manually labelled, and for
the projects that were not remixes. Figure 6.8 visualises the usage rate of each programming concept for all users that have been analysed. The detailed results of the significance
tests comparing the usage rates are available online2 . Tables 6.9 and 6.10 summarise the
p-values and effect sizes of the programming concept usage differences between users of
different age groups and genders. For age, we see that a significant difference was found
for the usage of coordination and iteration concepts. However, the effect sizes of both of
these differences are too small to be considered a small effect. For gender, we see significant differences for all programming concepts. The effect sizes show a small effect for the
Coordination and Iteration concepts, and a moderate effect for the Conditionals and Variables concepts. Figure 6.9 compares the mean programming concept usage of male and
female users. It shows that male users use all of the programming concepts in more of their
projects than female users.

(a) Age (14,928 users, 399,831 projects)

(b) Gender (164,372 users, 3,395,273 projects)

Figure 6.8: Programming concept usage by Scratch users of different age groups and genders

Programming
concept
Coordination
Iteration
Variables
Conditionals

p-value

η2

0.00000000423*
0.0343*
0.0768
0.632

0.00261
0.000378
0.000258
-0.0000857

Table 6.9: Effect sizes of differences in programming concept usage rates between age groups.
α = 0.05. red: small effect, yellow: moderate effect, green: large effect

2

Programming
concept
Conditionals
Variables
Coordination
Iteration

p-value

p
r (z/ N )

2.2e-16*
2.2e-16*
2.2e-16*
2.2e-16*

0.342
0.340
0.265
0.222

Table 6.10: Effect sizes of differences in programming concept usage rates between genders. α =
0.05. red: small effect, yellow: moderate effect,
green: large effect

https://1drv.ms/u/s!AofN0KrcSoj_oJAQ5Ypr2Me5-XEt8g?e=8aMC8u
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(a) Gender (164,372 users, 3,395,273 projects)

(b) Age (14,928 users, 399,831 projects)

Figure 6.9: Mean programming concept usage rates for all age groups and genders
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7
D ISCUSSION
The elicited age and gender information of Scratch users in the utilised dataset shows that
the use of machine learning methods was especially effective for the identification of gender. The use of social network data resulted in performance levels that neared those of textbased methods. The major benefit was the abundance of network data that was present in
the dataset. This is due to the way the dataset by Zeevaarders and Aivaloglou [2021] was
scraped; They recursively scraped user data of Scratch users and their followers.
We were not able to elicit nearly as much age information. This was partly due to textual data being not as common as network data, and partly due to the selective classification method that was used. These findings are important to consider when applying
these methods in future work. For existing datasets, these methods require the presence
of either network or textual data depending on the information one wants to obtain. For
new datasets, it may influence what data should be scraped. Furthermore, the quantity
of elicited information may be an important factor for choosing which methods to use.
For example, our block type and programming concept analyses considered almost 15.000
users of which we obtained age information. In hindsight, these quantities could have been
obtained by manual annotation as well. For gender, however, our analyses considered over
160.000 users. In this case, manual annotation would not be an option if we wanted to
obtain similar quantities.
The block type and programming concept usage analyses results have shown that there
are hardly any differences between the age groups. To the best of our knowledge, there
are no other works that have studied the relationship between age and block type and programming concept usage to compare to. The work by Hermans and Aivaloglou [2017] did
observe a statistically significant difference between the grades of 11-12 and 13-14 year old
students on the Operator and Procedure concepts. However, this concerns proficiency of
these concepts, not their usage.
We did observe many differences in block type and programming concept usage between male and female users. For all of these observed differences, we found that male
users have higher usage rates of the given block types (Data, Sensing, Operators, Motion,
Procedure, Control, and Extensions) and programming concepts (Conditionals, Variables,
Coordination, and Iteration) than female users. Within the projects created by female
users, Looks, Control, and Events blocks occur more frequently than in projects created
by male users. These results illustrate gender differences like those observed in some of the
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other works in the field. For instance, Funke and Geldreich [2017] also observed increased
usage of Motion type blocks by male users. Graßl et al. [2021] found that, in addition to Motion blocks, Sensing blocks are used more frequently by boys. The authors also found an
increased usage of the conditionals and loops concepts by boys. Finally, Fields et al. [2017]
observed that the groups of Scratch users that display mastery of the most advanced programming concepts and block type are disproportionately occupied by male users. All of
these findings are in line with what we observed. However, our sample size indicates that
the gender differences are present throughout the Scratch online community on a more
widespread scale than what was previously observed.

7.1. F UTURE WORK
Future work can be dedicated to deepening the understanding of the gender differences
we observed. This can be done by applying our gender identification model to other existing datasets or by scraping new datasets with more recent projects and users. The use
of more advanced analysis frameworks can help understand the causes of the observed
gender differences. For instance, Funke and Geldreich [2017] and Graßl et al. [2021] found
that differences in block type and programming concept usage may be caused by different
project type preferences. Constructing a framework of concrete criteria that determine the
type of a project can help validating these findings on a larger scale. Other aspects can be
analysed as well. For instance, the chronological order of projects within user repositories,
which was analysed by Zeevaarders and Aivaloglou [2021], can be considered in relation to
gender and block type or programming concept usage. Finally, the project favorite information that was scraped in this study can be studied in relation to gender and block type
or programming concept usage as well.

7.2. L IMITATIONS OF THE STUDY
The age and gender information was obtained by machine learning models that obtained
an F1-score of around 0.80 on the training data. Given that similar performance levels hold
for the identification of the unlabelled part of the dataset, this means that the age and gender were incorrectly predicted for around 20% of the users. This forms a limitation to the
analysis results and should be considered when interpreting these results. Furthermore,
even though the age and gender information that was used in the training data was extracted from user texts, it does not guarantee that the users were truthful when disclosing
their age or gender. However, the fact that this information was disclosed both voluntarily
and publicly does make its truthfulness more likely than when this information was disclosed mandatorily and privately. Lastly, age information was identified and labelled based
on textual information provided in the user profile texts. However, we do not know when
these profile texts were last updated. This means that we were unable to determine the
current age of a Scratch user (e.g. approximate a date of birth) as we could only identify the
age at the time the profile text was written.
Another limitation to note is that, for our age analysis, we analysed only around 400,000
(0.41%) out of the total of 97.7 million projects that have been shared on the Scratch platform since their launch1 . For gender, we analysed around 3.4 million (3.5%) projects. This
means that, while the samples can be considered large compared to some other works, they
1

https://scratch.mit.edu/statistics/
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are still a small sample of the entire population. Furthermore, the scraping method used
by Zeevaarders and Aivaloglou [2021] may have collected only a local sample of users, as
their dataset was constructed by recursively scraping users and their followers. This means
that all users in the dataset are part of a certain network. Another limitation involves the
absence of recent users and projects, as the scraping effort by Zeevaarders and Aivaloglou
[2021] was stopped at the end of October 2019. Therefore, the dataset does not contain
the Covid-19 pandemic induced boom of activity. Finally, we only have access to shared
projects. This means that unshared projects are not part of the dataset and that our analyses do not provide a complete picture of the programming behaviour of the analysed users.
These limitations should be considered when evaluating the generalisabilty of our results.

7.3. E THICS REGARDING GENDER
The use of gender in our analyses obliged us to consider the ethical issues that concern it, as
we transform a complex human characteristic into a binary variable. Therefore, we aimed
to adhere to the ethical frameworks and guidelines proposed in the work by Larson [2017]
as much as possible. An important guideline is to avoid using gender unless necessary.
The necessity of using gender in our study is based on one of the research objectives: to
deepen the understanding of gender differences which have been observed across all STEM
disciplines. The use of gender as a variable is in line with other works in this field of research
that have similar research objectives [Fields et al., 2013, 2017; Funke and Geldreich, 2017;
Gan et al., 2018; Graßl et al., 2021; Hermans and Aivaloglou, 2017; Seiter and Foreman, 2013;
Wohl et al., 2015].
Further guidelines involve making explicit the gender theory and category assignment
used. We viewed gender as an identity that can be freely expressed by a person. We did
not check or enquire whether the gender identity matches one’s biological gender. The
gender labels in our training set were acquired using self-identified gender in profile texts.
The gender disclosures posted in these profile texts were voluntarily disclosed, publicly
available, and free-form. These are important aspects as they promote truthfulness and
respect a person’s autonomy, which is also one of the guidelines. Common gender words
in the English language were used to map these disclosures to a binary notion of gender.
This mapping was made explicit in the form of regular expressions, which supports the
transparency and accountability of our study.
As for the gender labels that were predicted using our Node2Vec model, we tried to promote transparency and accountability by providing an elaborate description of the model
and disclosing all parameters used. With our text-based machine learning models, we were
able to further embrace transparency and accountability by providing prediction explanations using SHAP. However, our network-based Node2Vec model did not make use of textual information and therefore largely remained a black box. An ethical issue that we could
not resolve is that we do not have explicit consent from the analysed users to take part in
the study. This is, however, an ethical problem that all studies that use large collections of
public data face. We justify the ethical issues we could not resolve by calling on the principles of beneficence and justice discussed in the Belmont Report [for the Protection of
Human Subjects of Biomedical and Research, 1978], as a better understanding of the relationship between gender and programming behaviour equally benefits all those involved
in computer science in the form of more appropriate educational tools and practices.
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8
C ONCLUSION
In this thesis, we presented an automated way of eliciting age and gender information of
Scratch users on a large scale using machine learning models. We then demonstrated how
this information can be used by performing a quantitative study on block type and programming concept usage in relation to age and gender. First, additional user data such
as posted texts and social network information were scraped using the Scratch API. From
these texts, we extracted those users which disclose their own age and gender in order to
form a training dataset for our machine learning models. The performance of a selection
of models was validated on the training data, which resulted in a network-based Node2Vec
model to be selected for gender identification, and a text-based Transformer model with selective classification to be selected for age identification. These models were used to automatically elicit age and gender information for the rest of the dataset. This newly acquired
data allowed us to quantitatively analyse block type and programming concept usage in
relation to age and gender. The answers to our three research questions are summarised in
the following paragraphs.
RQ1: What age and gender information can we identify of Scratch users from the publicly available information on the Scratch platform using machine learning models? Our
Node2Vec model was able to automatically elicit gender information for 336.394 Scratch
users, which is 82.64% of all users in the utilised dataset. 116.850 (34.74%) of these users
were identified as female, and 219.544 (65.26%) were identified as male. This gender distribution is in line the entire Scratch population as reported in other works. This is especially remarkable as the training data on which the Node2Vec model was trained had an unbalanced gender distribution (55.58% female and 44.42% male). Our fine-tuned roBERTa
model with selective classification was able to automatically elicit age information for 14.993
Scratch users, which is 3.68% of all users in the utilised dataset. This was less than half of
what was expected based on the results of the training data. Furthermore, the age distribution was skewed towards the ’14+’ age group, while the training data had an age distribution
that was similar to the entire Scratch population.
RQ2: Which age- and gender-related differences can be detected in the block types Scratch
users use in their projects? For each user with identified or labelled age or gender information, we measured how many of their projects contained at least one of each of the
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defined block types. Moderate gender-related differences were found using statistical tests
in the usage rate of Data, Sensing, and Operators blocks, with male users utilizing them in
a larger percentage of their projects. Small gender-related differences were found in the
usage rate of Motion, Procedure, Control, and Extensions block types, all with male users
using them in a larger percentage of their projects. The usage rate of Other, Sound, Looks,
and Events blocks turned out to be similar between male and female users. For age, only
a small statistically significant difference was found in the usage rate of Other type blocks.
The mean usage rates showed that the higher the age group, the higher the usage rate of
Other type blocks. For all other block types, we observed similar usage rates between the
different age groups.
RQ3: How frequently do Scratch users of different gender and age groups use the conditionals, coordination, iteration, and variables programming concepts in their projects?
We measured the usage rates of certain blocks that indicate the use of the conditionals,
coordination, iteration, and variables programming concepts similarly to RQ2. We found
moderate gender-related differences in the use of conditionals and variables, and small
gender-related differences in the use of coordination and iteration concepts. For all of the
observed differences, the mean usage rate of male users was higher. For both genders, iteration blocks were most common as they were used at least once in around 67% of the
projects made by female users, and around 80% of the projects made by male users. On
the other hand, blocks indicating the use of the variables programming concept were only
used at least once in around 19% of the projects made by female users, and in around 41%
of the projects made by male users. There were no age-related differences found in the use
of programming concepts. For all age groups, we observed a usage rate of around 70% for
iteration blocks, around 37% for conditional and coordination blocks, and around 25% for
variables blocks.
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Figure 1: roBERTa Shapley values (Gender: male)
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Figure 2: roBERTa Shapley values (Gender: female)
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Figure 3: roBERTa Shapley values (Age: 4-9)
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Figure 4: roBERTa Shapley values (Age: 10-11)
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Figure 5: roBERTa Shapley values (Age: 12-13)
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Figure 6: roBERTa Shapley values (Age: 14+)
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Figure 7: Doc2Vec Shapley values (Gender: male)
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Figure 8: Doc2Vec Shapley values (Gender: female)
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Figure 9: Doc2Vec Shapley values (Age: 4-9)
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Figure 10: Doc2Vec Shapley values (Age: 10-11)
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Figure 11: Doc2Vec Shapley values (Age: 12-13)
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Figure 12: Doc2Vec Shapley values (Age: 14+)
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Figure 13: Bag-of-words Shapley values (Gender: male)
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Figure 14: Bag-of-words Shapley values (Gender: female)
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Figure 15: Bag-of-words Shapley values (Age: 4-9)
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Figure 16: Bag-of-words Shapley values (Age: 10-11)
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Figure 17: Bag-of-words Shapley values (Age: 12-13)
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Figure 18: Bag-of-words Shapley values (Age: 14+)
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A PPENDIX B
Parameter
Classifier
Optimization
Loss function

Value
SVM
Stochastic gradient descent (SGD)
Modified huber

Table 1: Bag-of-words model parameters. Please refer to the default parameter values stated in Sklearn’s
CountVectorizer1 , Sklearn’s TfidfTransformer2 or Sklearn’s SGDClassifier3 documentations for any parameters not included in this table.

Parameter
Classifier
Training algorithm
Vector size
Training epochs

Value
SVM
Distributed bag-of-words (DBOW)
400
100

Table 2: Doc2Vec model parameters. Please refer to the default parameter values stated in Sklearn’s SVC4 ,
Gensim’s Doc2Vec5 or Gensim’s Word2Vec6 documentations for any parameters not included in this table.

Parameter
Pre-trained model
Training batch size
Evaluation batch size
Maximum sequence length
Training epochs

Value
RoBERTa (base)7
16
16
128
1

Table 3: Transformer model parameters. Please refer to the default parameter values stated in SimpleTransformers’ model configuration8 documentation for any parameters not included in this table.

1

https://scikit-learn.org/stable/modules/generated/sklearn.feature_extraction.text.
CountVectorizer.html
2
https://scikit-learn.org/stable/modules/generated/sklearn.feature_extraction.text.
TfidfTransformer.html
3
https://scikit-learn.org/stable/modules/generated/sklearn.linear_model.
SGDClassifier.html
4
https://scikit-learn.org/stable/modules/generated/sklearn.svm.SVC.html
5
https://radimrehurek.com/gensim/models/doc2vec.html#gensim.models.doc2vec.Doc2Vec
6
https://radimrehurek.com/gensim/models/word2vec.html#gensim.models.word2vec.Word2Vec
7
https://huggingface.co/roberta-base
8
https://simpletransformers.ai/docs/usage/#configuring-a-simple-transformers-model
9
https://scikit-learn.org/stable/modules/generated/sklearn.svm.SVC.html
10
https://keras.io/api/applications/vgg/#vgg16-function

xv

Parameter
Classifier
Image dimensions

Value
SVM
224x224

Table 4: VVGNet16 model parameters. Please refer to the default parameter values stated in Sklearn’s SVC9
and Keras’ VGG1610 documentations for any parameters not included in this table.

Parameter
Classifier
Vector size
Window
Minimal total node frequency
Training algorithm
Training epochs
Random walk length
Walks per node
Return parameter p
In-out parameter q

Value
SVM
128
10
0
Skip-gram
1
80
10
1
0.511

Table 5: Node2Vec model parameters. Please refer to the default parameter values stated in Sklearn’s SVC12 ,
StellarGraph’s [Data61, 2018] StellarDiGraph13 and BiasedRandomWalk14 , and Gensim’s Word2Vec15 documentations for any parameters not included in this table.

11

Promotes homophily similarity [Grover and Leskovec, 2016]

12

https://scikit-learn.org/stable/modules/generated/sklearn.svm.SVC.html
https://stellargraph.readthedocs.io/en/v1.0.0rc1/api.html#stellargraph.
StellarDiGraph
14
https://stellargraph.readthedocs.io/en/v1.0.0rc1/api.html#stellargraph.data.
BiasedRandomWalk
15
https://radimrehurek.com/gensim/models/word2vec.html#gensim.models.word2vec.
Word2Vec
13
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